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* NoNVLink dependency: 554475 NVIDIA NVLink &3 BB, 2 /%48 HiE

g8 5 A ;
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Reduce A, FEFFHATINGKE;
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i

XA X AET : HBM 5 NVLink J& KHUAL LLM Il 25 B A i 7 KR . KFNative™
854 KV-Cache 5 v 5048 "t AL " B U0 SSD . EYNZRIK N 1755 5 HERE R 4TRE , £
B GPU L REW A S 4 Sk Sk AR H AN Zk o
2.4 WIBEHEXITE RG] (KFNative™ T{EEEI21L12B)

Pl GPT-3 175B AR R 25 H T IR H B bR (96 )2 Transformer) :

2 ¢ e

BRI GPT-3175B, 96 2 )24 1.8B 34, 43.6
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* %) (KFNative™) : 523! GPU/SSD HiXf4H A KV-Cache 5o E##E)/E (Vector
Database) HJJRALEE . &MA&THREZOT 2,
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4.2 5 pCle BERARBIHE
A LR AS B 1 ] PCI Express (Extended PCle) , [H )tk PCle & H 255 i :

* YRR PCle RHSL EHmE B T AR (GO AR 20 T lane FERE
PCle 5.0 B4 32 GT/s, x16 FitE 4577 Al ik 64 GB/s: Gen6 64 GT/s R JH PAM-4 {5
4. x16 #pJ7M%) 128 GB/s) , M HEKEIMETEWEEZ L, RIRMRH R
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* YRR 154 PCle TH [0 di N HIE, SRS T E " GE{R" Sy Fabric——@ g PCle
Switch ¥ GPU. SSD ZHZUk A%tk BECIR M, 528 GPU pooling 5 NVMe SSD
pooling.

* L5 PCle 6.0 JHEul5#:: PCle H#HEZRENE (Gend 16 GT/s - Gen5 32 GT/s — Gen6 64
GT/s) , FAbkg EIRM) T 58 L FRFE PCle ARFREEF M 44, HAEH /R BRI T Gen6
x16 SSD (%) 100 GB/s) #f:%.
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*  CXL#%.LfEJ): @it CXLdo / CXL.cache / CXL.mem = WY FE CPU 5% 45 It 7 2247
— RN S ] (BdRLL 528-bit FLIT {£4%j5; CXL 1.x/2.0 3£F PCle 5.0 PHY.
32 GT/s F x16 4 J7[1#%] 63 GB/s, CXL 3.0 3T PCle 6.0 PHY. 64 GT/s T x16 47711
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51.2 GB/s %, 1.1V. 32banks. X I1/0 FidiH) REEESWH SRR, HWERSGH
WA it ok R R B R E18 2] 2 NVMe SSD,  R4E 4 #£/DDR5
7K3¥, KV-Cache P i ER 43 511 B I 4403 . T2 %."DDR5 #Z + NVMe SSD
BRE" 5 EZAFEZR (DDRS #Ag S5 THIFEN 5.4 75)
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PCI Express (PCle) ;23 s: LR R AT ALY R S AARiE, RATR Rndh. 20T
lane #4514, PCle Al =7

=34 it

#2452 (Transaction Layer) HE /AT TLP (BB EAE) |, SEIES.
e HEGHESE Y

H 45k 2 (Data Link Layer) i@t DLLP (B¥askiE4) {RiE TLP v 4
4. Wi, ACK/NAK HEf%

Y)# )2 (Physical Layer) HAES. lane F1I5tk 5%, 4af% (8b/
10b. 128b/130b. PAM-4)

5.1.2 KFRERSEEEE
PCle R Mg " LRI HRERLAEL, lane BERESIHE x1 /x4 /X8 / x16 FFLE :

R i lane i3 %t M x16 BT A1 5L
Genl 2.5GT/s 8b/10b %12 GB/s

Gen2 5GT/s 8b/10b %] 4 GB/s

Gen3 8GT/s 128b/130b %] 8 GB/s

Gen4 16 GT/s 128b/130b %116 GB/s




Gen5 32 GT/s 128b/130b %) 63-64 GB/s (4
77 16)
Gené 64 GT/s PAM-4 #5128 GB/s (477
i)
Gen7 128 GT/s (Jikl) | PAM-4 %) 256 GB/s (4§75
i)
T

-PCle 5.0: 2019 4E 5 A [ PCI-SIG & Af , #2 32 GT/s, x16 &fik4F /7 51 64 GB/s;
BRI HML (Alternate Protocol) "#ERET1, A CXL & A 225 @ 5eat. B Ik
BT HIAFE Intel 45 12 {0EE% (2021 4E) . NVIDIA Hopper GPU (2022 4E) 5 AMD

Zen 4 EPYC (Genoa, 128 4% PCle 5.0 lane) .

-PCle 6.0: 2022 4E1 A %RAf, 64GT/s, /i PAM-4{Z4 + §ijj2l4s (FEC) |, x16 47

M%) 128 GB/s.

-PCle 7.0: 2022 4 6 A PCI-SIG EAA#i %, HAr 128 GT/s.

5.1.3 fTEEBOSESEF

BN pLi]

OCuLink Tl 1] b B PCle (/NRIERBE4E 10, B S8
PCle 4.0 x4, ¥ T 4M% GPU/F#itd &

M.2

T [A] 34 %% / % i NVMe SSD, f¢ s PCle
4.0x4 (HrFELEMHE Genb)

U.2 (SFF-8639)

2.5 FEFA 2% NVMe SSD 211, i x4
PCle lane, PRSFESTIAA LA 48 4%

U.3 (SFF-TA-1001)

U2 gk, "ZHE" (SAS/SATA/NVMe) His
Hilgs . ZREPEIR, WA U2

EDSFF (E1.S/E3.S)

A FEHE P O S T, LR
& NVMe 33t S R




5.1.4 Gen5 MIXIMES THES

* Genb5 Switch £ (SerialCables, #&7F Broadcom PEX89000) : F7EE” Gen5 RS #iki
BRI B 15 2 Genb MINAPREE A ME— Bt #E ;. BAT GenS x16 T4, Tt 14
Gen5 x16 i + 4 4~ Gen5 x4 MCIO $5:[1 (H£: MCIO % U.2/U.3/EDSFF 5 245 /& 24
Gen5 NVMe SSD; 4 AN [T A B85 A0 x8/x16) o

* PCle Gen5 Retimer | : W SURMMIE SR, HTAMEREL /EHEGHEH A5
#&. HE Gen5 32 GT/s {55 58tk

* Gen5 ERKZ4E: 85ohm [HEi. 0.4-12%k. HAFFEL 4.5dB/m, fité MCIO & X%

Fedro

* JBOF (JustaBunchofFlash) : i3/ F3EEEE, HTIEL B Gen5 SSD M FHL

*  Gen5 i Hr (SerialTek KODIAK Gen5 x16) : % #% 32 GT/s Z&ki# 1, 144 GB
WARZE M. 4 TB##6K. 12 4% CPU, LA SI-Fi A vERR IS ; 7R W i A BusXpert X
4T L%k Broadcom PEX89000 Switch 1§ PEA (BHil ZE4E4HT) B4,

5.1.5 Gen5 NVMe SSD SZ3MF04&

] PR B S/ BRI AR

Kioxia CD8 PCle Gen5 x4, U.22.5", 128 GT/s (Gen5 x4)
BiCS TLC; CD8-R (j&4:
1DWPD) 7.68/15.3 TB,
CD8-V (j&4& 3DWPD)
6.4/12.8 TB

Kioxia CM7 PCle Gen5 x4, U.2 /E3.S; | AMD EPYC Genoa “F-& 5zl
CM7-R % 30.72 TB (1 Wb B 13.7 GB/s, %
DWPD) . CM7-V 5% 12.8 | 4% CM6 Jiii |72 F+
TB (3DWPD) ; %#:SR- | 985%. Wi/F 5T 57%
I0V. CMB. Z{EA

Samsung PM1743 PCle Gen5, U.2 /E3.S/ S2i%) 13.8 GB/s (Gen5 %%
AIC, 7.68 /15.36 TB HE+ 12 RESBETEE




5.1.6 5 @EITENXESR

B ELIR R S B "G /i PCI Express (Extended PCle) ": PCle 5.0 32 4% 32 GT/
s« x16 £ 7717 64 GB/s [HY)PRELE, Gen6 64 GT/s iy 55 [ FRAKS:EIf% . KFNative™ fr#f:
FRBIRIZET Gen6 x16 SSD (£ 100 GB/s) #55; GPU 54H4R SSD X [A] 44 5 A2 6t iy £
Ui EZEf PCle HHKH SE R, K% 4" PCle— 2% —PCle" i ZEFP LR 1% 72 TR 46 A TR 2K o

5.2 CXL AR 1EH

5.21 X EMNSHE

CXL (Compute Express Link) - 7] & 1 SR O B E— 30k (cache-coherent) JF

CHEARE, HIT CPU 2% CPU B NfFRY % . CXLME T PCle 5.0 YHl 5 HIR

WO b, 4T PCle (8 1/0 B (CXLio) LU PIAHHEZEAE—SLhEbh
(CXL.cache. CXL.mem)

* 2019 4 3 H i Intel 542, CXLEBE ARG (FTEEE. Cisco. Dell
EMC. Meta/Facebook. Google. HPE. #£7;. Intel. Microsoft) F 2019 43 H4l

i 2019 48 9 A IERTEM AL

* 20204E 4 A5 Gen-Z BEBLIA R HERMES/E, 2021 4F 11 H Gen-Z HLJEIH: A\ CXL; 2022
4 8 H OpenCAPI #iiF: N\ CXL, %i— 7 CCIX. Gen-Z. OpenCAPI Z—%{ i H %1%
£,

* 202241 HjZ AMD. NVIDIA. Samsung. Xilinx ¥ \#Z3<>; ARM. Broadcom.
IBM. Kioxia. Marvell. Micron. Qualcomm. SK Hynix. Synopsys. Western Digital



5.2.2 AERRA 5 R ER

JiAs RAGI TH] R G A (FET PCle
PHY)

CXL 1.0 2019-03 3T PCle5.0; CPU | 32GT/s: x13.938
AR —EEYT RN | GB/s, x16 63.015
l_%g/\%lj‘]ﬁ GB/S

CXL 1.1 2019-06 B S HAREER | F) B
B, mJEHA 1.0

CXL 2.0 2020-11 W3 Mk

(Switching) : )3
RTEAs S NI b
(pooling) . A
WAERE; SRR ST
Ve (CXL
IDE) ; #riEfk
Fabric Manager;
LRI (5
PCle 5.0 PHY)

CXL3.0 2022-08 HF PCle 6.0 PHY + | 64 GT/s: x17.563
PAM-4, Wi EIfy: | GB/s, x16121.0
% %455 5 fabric g | GB/s

71 (mesh/ring/
spline/leaf #ip)
WiE—8E (peer-
to-peer DMA. WN1F
AR k)

CXL 35 15k F Flex Bus,  [a]— 3 [ o P i i1 T 7EARHE PCle 5.0 #k CXL #5450, P2
YTk 32 GT/s (x16 77 M5 & 64 GB/s)



5.2.3 =F MY S E5H

ER7 Ytk

L]

CXL.io 3T PCle 5.0 [ 4R bl

ARHEE. PG EE
M. RFRIGHZEE.
Wr. DMA. FFff#s1/0 (3
—5 1%k load/store) ; AT
CXL R F A ¥

CXL.cache BERVI N/ A7 ENN TG

B LA R B2 77 A ARSE
BEAFENNAF: D2H Y
H2D PiANJ5 A& &R

CXL.mem EMT I B 77

F#1l (CXL.mem Master) L)

load/store 15 0] 1% %%
(Subordinate) )5 9N

£ (RAM) BiFFANAF;

M2S #4554 Req/RwD,

S2M Z454 NDR (Cmp/

Cmp-S/Cmp-E) / DRS
(MemData)

(E2E R

- %t4# L) 528-bit (66 5=77) FLIT (Flow Control Unit) fP{i¥E PCle 5.0 PHY F{£3%,
H 4 4 16 550 + 2 5275 CRC #45%,; FLIT 3534474 PCle TLP/DLLP %{##. CXL 3.0

¥F PAM-4 #55, F 5] \ 256 25 FLIT,

- CXL.cache 5 CXL.mem L= 7] — &4k 2 /955 2, CXLio AL BRI /S5 R, —
#% ARB/MUX (fi#EEM) Z4JeES—PCe YHZ: YHESEHRTZE (W

PCle/CXL XA YIHL) SHATE (EE PCle ALIE) o

- CXL.cache ff D2H i&3RiE X f145 read / read0 / read0-write / write; H2D {50 (snoop)
4> SnpData. SnpInv. SnpCurr; H2D Wi L GO (Global Observation) Z#fif] MESI IR
DEHEZALT, Han DirtyEvict & H 64 FA7EK1T. RsplHitSE /R ILT /5 iy v H-fi

7R




5.2.4 IRF{RES5 —FIHRE

KA Pl A R |
Type 1 CXL.io + CXL.cache FERE L TEAHP | R ML CPU N
FhnE % T —2 T )
Type 2 CXL.io + CXL.cache + | GpU. ASIC. FPGA CPU 55 % N AEW ]
CXLmem (# GDDR/HBM A& | —#(HEIbs: #a
HiLN ) H (device bias) /
FEHURE (host
bias) PIFp—E PR
\#% 4 KB GORL EEY]
i
Type 3 CXL.io + CXL.mem NP B B AN | ) CPU $2 LR 4E R
17 H 7= H DRAM B{ 7
TIF-hkIE 5 AR

5.2.5 SLHE S & it R

Type 2 B 7EB & I BRI NI To 3055 HEDT AN AE (EVURZEAFAHAT) | X
Bl BT I EAVE A b S AL B iR i 77 (i BELRSAF T A e
CXL 3.0 DI"Hi 5k —Srig BRI B, SeiF i S B U LN 775 81 5 68 4122
FFRAL TR SERR Al — — B A Be 45 1) peer-to-peer {41 5 2Bt & L2 i — N1 B
(XA TF A7 B itefl) o

CXL 3.0 ZF81> root port £ 4> Type 1/2 %% 2235 GFAM (Global
Fabric Attached Memory) #3, (NFRFELBTTABEAMETFEHEEI) . RH
PBR (Port Based Routing) Fk, 5% 4096 74,

Intel Agilex FPGA K% (2019 44 A ) 37 H CXL,

Samsung 128 GB DDR5 3t CXL /29 JE itk (20214E5 H) , TAi[ TB HHHEY
JE&: 2022 4E 5 A RAGEET HA NAFE R4 512 GB CXL N AFBLGR

2021 4 Intel Sapphire Rapids 5 AMD Zen 4 EPYC (Genoa/Bergamo) & i $F

CXL 1.1,




5.2.6 W {FfiE/ it BXRMNTINS &iEiT B XEX

* ARAHRH: CXL BN A R RO A R . AL B CRRARER CPU/N
Har) ARG NE, IR PN T — U B PCle 6.0 KRR G AE: CXL A
FEALY R T RAEN AU, S a8 R MU rhoO " BRI RS + TR AR "%
FIs NS LA A L AR A

* CXLvsCCIX: WEIHFET PCle 5.0 ¥ 2 ; CCIX K H peer-to-peer X FR—& M -3 T
NUMA jiifk, CXL ERINH CPU ZRFHZEF 20 (AEXPRR) 5 ok ] P i) o B 55 ZE 3R A
e,

* HEMIFELE: CXL A" AL 5 KFNative (" 7404 k. / % T Ak 5 & Ak Ak
#a#: CXL Type 2 i) GPU —Z(1: Py 77457 5 KFNative [ KV-Cache #5477 20l &l
#E——CXL ff gk CPU BN TEE X —SE L, & THE A GPUeSSD [
AARBIRIE RS s PE 930 T HFR NVLink % £ AR, HESIFR. 4.
REA HEAR R

5.3 NVMe AR ENT

5.3.1 tMNEMSFHE

NVMe (NVM Express / NVMHCIS) J&FFil B i & O#E, #id PCle B4k15 HIES)
PRI, % AF) A SSD MIREIR 5 N ER ATt . NVMe iB 48 i 57265 A i B 1Y
NVMe il g ith i AR 3, PO ERE (1.3-1.4-2.0) FEATMEERT, As2nmEdk/CPU
45 PCle He AL

st ] HFEM
2007 Intel Developer Forum 24 NVMHCI (NVM
Host Controller Interface)
2008-04 NVMHCI 1.0 5g i 3 & A5
2011-03-01 NVMe 1.0 £4i (NVM Express T4E4],
90+ N FH]ZY, FJ#F Amber Huffman)
2012-10-11 NVMe 1.1: £#4%1/0 (namespace 3t
=) . [EEKE scatter-gather [/0
2013-01 1.0e B $r; 2013-07 Samsung XS1715 2k

NVMe 4l & (3 GB/s i3, Atk 6
&)




2014-03

TAEZH M NVM Express, Inc. (13 A\#
Z 4> : Cisco. Dell. EMC. HGST. Intel.
Micron. Microsoft. NetApp. Oracle.
PMC. Samsung. SanDisk. Seagate)

2016 NVMe 1.2 5] A\ Host Memory Buffer
(HMB) , DRAM-less SSD f& i F41 DRAM
FEFHERE; NVMe-oF 1.0 brif & A5
2020

NVMe 1.4a; ZJa3#t NE#HZEMH NVMe
2.0 HLVE AR R

532 5 AHCOHIXBRER

o i AHCI NVMe
RGN &SI, BN %E | % 65,535 A, HEEA
32 i & Y% 65,536 & s

R T (4

FEHERA 2 5% 6 UK. HEBA

BRWARE 2K

2000 S #1/7%) WAL 9 IR
H By &% 2048 4~ MSI-X Hr i
L REIT & i A TR o B
4 KB iy &5 % ST 2 BT ENL | —IK 64 FITRIN
DRAM KHL
e T H A T ST

5.3.3 I SEF5 NVMe-oF

* JBARET: AIC (HHHL/FHHL ¥, H.99 PCle 2.0/3.0)
U.3 (=# SAS/SATA/NVMe Bzl 58, i
M.2 (PCle3.0/4.0 & x4) . EDSFF ({fr#Hi s ObriEfas

M5 el A% 48 H U.2 NVMe)
k. mEHA U2) .
HF) .

®* NVMe-oF (NVMe over Fabrics)
KAnbrdE; #E

: K NVMe filr 4 22 0 45 A4 5 U Iz B 7
2021 4 5 H X HME ML : FC (FC-NVMe) « TCP (NVMe/

. U.2 (SFF-8639, x4 lane,

2016 4F




TCP) . Ethernet/RoCEv1/v2. InfiniBand (NVMe/IB) ; #{fs2¥lALFE Linux N1%
initiator/target. SPDK. StarWind (Windows) .

*  HAFFH: Linux 3.3 (2012-03) . Windows 8.1/Server 2012 R2 JR 42K 3. macOS
Yosemite 10.10.3. iOS (iPhone 6S & &M% 3l NVMe over PCle) . ChromeOS.
FreeBSD 10.2. VMware vSphere 6.0 (VSAN %7 NVMe) . QEMU 1.6. UEFI;
Fugaku. Summit. Sierra Z5H%5.L) NVMe #4)# burst buffer 774 )2

5.3.4 NVMe X 54574 ES

* SanBlaze RM5 (16 #%{i; Gen5 NVMe i £45) : 900+ Hafb iR A<, 7 ZINS
(XA HE) ~ VDM () BEiEIRIEE) « SRIS (Jhr 2% 04f) « TCG Opal fii
% Dual Port (W) « SR-IOV (HLMREHIML) - CMB GEHIZNAEZEMN) /
HMB. T10 DIF/DIX (HZ|sm¥Ese®it:) . NVMe-MI over VDM. OCP 2.0 #i35, I
St (SerialTek) fil’k #55K5) o

*  Kioxia CM7 % Gen5 {2 \l#% 7 4% SR-IOV. CMB. £ E N, Wik (dual port) & [
F A4 Mk 2R AR AL o

* Quarch it Gen5 MCIO/U.2/U.3/E3.S 4k i s i N 5 PPM v 4R E i (250
kHz RAE. 4 mV pPEE. 1ps KifE) . 2R PAM 77 5 UNH-IOL TAGEMA .

5.3.5 5 @8It BRIKEA S

NVMe i) £ BA5 (65,535 A1) P17 52 W TRHE, J& KFNative™ JFA: 21 NVMe
fk45 )2 (Tier0 NFS enable native local NVMe for Kubernetes) 523 Tb/s 2% 10 ) B 12K
#%: KFNative 3% Native PCIE / Jf/E s NVMe, X5 NVMe-oF 2 W45 432 [ 18] B2 4%
e, FEETRMEERE T SSD (H5 17 A MR, H "bRiEf:. RS ML —
.

5.4 DDR5 ¥R

5.4.1 DDR BEAXRIES5 8

DDR (Double Data Rate) TER 8558 _EFANTS FRENHEHEPE (double pumped)
[vi) S5 B PR B R A R B . W TR = R x BT (64 1 =8 FT) o HEHE:
DDR 5"¥#55 (dual channel) "J&FANIRSTHES o

W A 1/0 JA %4l (EES B (64-
bit)




DDR-200 / 100 MHz 100 MHz 200 MT/s 1.6 GB/s
PC-1600

DDR-400 / 200 MHz 200 MHz 400 MT/s 3.2GB/s
PC-3200

DDR3-1600 / 200 MHz 800 MHz 1600 MT/s 12.8 GB/s
PC3-12800

DDR4-3200 / 400 MHz 1600 MHz 3200 MT/s 25.6 GB/s
PC4-25600

DDR5-4800 / 300 MHz 2400 MHz 4800 MT/s 38.4 GB/s
PC5-38400

DDR5-6400 / 400 MHz 3200 MHz 6400 MT/s 51.2GB/s

PC5-51200




5.4.2 DDR5 FII8E S

Tt H ks

RGN TS PC5-4800 / PC5-5200 / PC5-5600 (X%} M.
4800 / 5200 / 5600 MT/s)

CAS #E3R CL40 (0.416 ns @DDR5-4800) /CL 42

(0.384 ns @DDR5-5200) /CL46 (0.357

ns @DDR5-5600)

LR 1.1V (POD 1)

Bank %514 x4/x8: 32 banks (841 x 4 bank) ; x16:
16 banks (4 2 x 4 bank)

THIE 451 PIANISL 1/0 T8 (FEFar SE R A 28)

BT ) 13C-basic / 12C sideband (34X, DDR4 ]
SMBus)

vl /Hohk DIMM W4 7-bit DDR iy 4~/ Hitdik 5 2% |
% registered clock driver #; 14-bit SDR |
BHNGES R

it Fly-by #i4h: ZgsMbl. #l 54 /Hy
HE 2% 288-pin DIMM

st h FECC. WEASE (AH% DDR4 H) %

1)

* LPDDR5 (JEDECJESD209-5, 2019-02-20) : I/0 j#Ji iy LPDDR4 [f] 3200 MT/s %
% 6400 MT/s; 64-bit M4 #£ 51.2 GB, 128-bit M A A 100 GB/s; 5 16
Bank m[ 4ife. ZWBMAR; 5| Data-Copy 5 Write-X iy &FENIIFE; SCHpHERK
ECC, {Z2HiJE 250 mV, Vddq/vdd2 {53 1.1V,

5.4.3 DDRS MRS THEHESR

* JLA420A DDRS/LPDDRS A . H K BARHE N "Ml F 55 iV fE A DDR5/LPDDRS
PR, SCHR B R 5 RS B4 #AS: W CE RDIMM DDR4 interposer 4347

3200 MT/s DDR4 N f#5%-




* DDRS5 Socket-DIMM #£3:4: 288-pin NON-ECC UDIMM (x16/x8) , % #
PC5-4800/5200/5600, Hiiffa EizfTT DDR5 2800 MHz (PC5-5600) . fRIER M5
46-45-45 @ 1.1 V; L Fh FBGA #13 R ~F. Birank. 13C-basic/I2C. F/Mhsz 1/0
TiEiE. fly-by #htbo

* Interposer £7%/: DDR5/DDR4 DIMM interposer. LPDDR5/LPDDR4 interposer, HF
TRNAHE S 51 2 i 2 T A/ B A At

* WX°FG: RDIMM/UDIMM WAFIAT-5 . AA Quarch ML/ ik Bt T ohae S
MR NBRIE s LPDDRS MR & {/57E 583 . LPDDRAX IR RAT745%

5.4.45  KNale™  posepy o

DDRS5 1 RprifE x86 k55 #s FAFIRJEE, TEAMETHA 7K 3 KV-Cache # il it 5ol 2
I 44, 5 NVMe SSD #4 i "DDRS5 #u)2 + NVMe SSD & /IR 2" 73 )2 Z AR . [FIIY
Samsung 128/512 GB CXL N £ L DDR5 Jf3Lafiiiks , EIiE DDRS 47585 CXL N7
T R T4 o



55 FRFEARNMHAS TRAGEES
AR TR T H HEEN
PCle Gen5 SerialTek KODIAK 4M74%. | 32 GT/s &85 RE /{E
SerialCables Gen5 Switch & | 5528 FEEE IG5 1ML
(PEX89000) . Retimer jian
4. MCIO Z4i. JBOF
CXL PB4 Retimer. —3(4/ | CXL.io/cache/mem =1}
HEEAVEYENA (UNH-IOL W FLIT f&#. Z7—8
%) B
NVMe SanBlaze RM5 (16 [ ZNS/VDM/SRIS/Opal/Dual
Quarch $fdk /PPM HLJE ) ‘ -
SerialTek il S5 over VDM. OCP 2.0. #jf&
EANE I
DDR5 JLA420A BR34BT PC5-4800/5200/5600 i
DDRS5 Socket-DIMM ##43 fi#fd. WHF/CAS. H&ES
+. DDR4/5 %5 LPDDR4/5 | B|Hiidit
interposer. RDIMM/
UDIMM E&
AFEZEW: PCle 5.0 (32GT/s, x16 &J7 M 64 GB/s) hyfihs HERTE Ly HE JE s
Gen6 (64 GT/s) FELFHFGEPE; CXL T [F— PHY Rt HF—N Ak, 5
EAS T PR Ak + TH IR LA BAE" W i AR s NVMe L 65,535 A% 5400 T.3F
173%4% Tb/s 2% )7 4174 10; DDR5 (PC5-4800~5600, 1.1V) #uliEF#JZ. U
KRR BN T HEEE (B HT{X. Switch/Retimer. #ETEN
interposer) iFBHiZ AR A 25 0] B2 37 ## KFNative™ Extended PCle Fabric f) T.f25
E5 HUBAL 7% H o
26 5 NAIFESHEEIFIIE

6.1 NS —: KME Lm i)llgk

KFNative™ Ring Extension [ [a] i)I| 25175 UL 25 0k




*  SEEZEJF HBM Ml NVLink: )2+ a1 %55 KV-Cache i X 3E B s SSD, AFAZ
HBM %555 NVLink #5540 ;

* ARAHLAE RS GPU SRR Z : H%8 5 H GPU 2414 Ring #i#h, All/All Ring
Reduce {RIFEABERE

* O RIRFEARKEEII G751 GPU $oa: W] "B/ 64 %1 GPU s il Zhi AL
LLM";

* REEEEE K AR A A R R

6.2 MAIZE " LM HIES Kv-Cache JiE

FTEH 2.4 TR, I R MR A -

¢ BRI EFELE SSD. BRI, MG T R S5 WA A R A R

* KV-Cache P/ Paged 77 s Ustit £% GPU £ H 47, #5271 GPU/KV-Cache A%

=

B AR P B S AESE i PCle PS8R, SEIR AL 4 A A SR AUSGE -

6.3 MHIAE =" Kubernetes =[R41Zi§

KFNative™3#Z 1! Tier0 NFS enable native local NVME for Kubernetes (fij 5] Kubernetes
Hi TierO NFS fifi GE i 4= A< NVMe) , % #F Rancher. OpenShift. Amazon EKS Anywhere
4 R Kubernetes % 47hi, $24 Tb/s 2 10 5 ggfnt, &0 4" #iarfEAY Kubernetes 4
INAEETT 2"

6.4 AIZ=RM: ABESRENE
par R LR [e) B T ) B3 oA 45 1o B e -

* KV Cache. Vector Database 3}y KFNative™ [ 55— 24502, DI AE NVMe 737
Em AR

* Boosting data analytics with native flash storage: LJJ§ 4 [N 713 K5 H 4047 5
* ¥ VR/AR/Rendering. HPC. NiEMifbZd @74,

6.5 5 SRRV IERE/SRHFTLE
SEATF AT e i T KFNative™ 55 {2 4t 4 R i B R AE AL JZ TR R L -



Y i

oG & NTFFES (AFA) B4

KFNative™ %4k

AR 2R NVMe over Fabric (4% | Native PCIE / Extended PCle
#iz, C-node/D-node/ Gyt
Switch Z8#4))

CIEis A 1 SSD + 5 D-node | JHERM I SSD, B X FRTY
2 g A5 (Erasure

coding)

MY R D-node XFF REARE M | BRLE B SR B2

iclad At

FEMERE/ ASFHIE |, KFNative™ i 325K :

* Off-the-Shelf components: FriEfl:, TFEL B

* Utilizing server from any vendor: {£&) Rk &30 F

* High performance and low CPU utilization: =4 fE HAK CPU S H;

* Native local NVME performance: J§4: 7 NVMe P fE ;

* Converged SSD/Memory Caching: SSD/Nf7@lA 21

Power efficient: & RERL:

* Native NVME throughput for KV cache: >} KV-Cache $ZfitJf 4 NVMe F&H:

6.6 EREEIERIEE IR (BXSTNS =)
A H B2 A5 B SR BV BERHE R IR S RN S e B R IX 55

i ek i pni]

BENN# 35 ms. 31 180 | Hit A R H L) GPT-3 175B/Gen6 x16

ms SSD 100 GB/s #45 HiHfE &L,
e[l

64X fewer GPUs I E G JA=L 7S AR WA T SIS B A ik

B EAER R R | it T B R SN T

PIEIR

SEVE/ e B Al




T2/ mFAZ /B TFALTT R
i

(s Tl

WE LTI, ARE A
WAL Ak

AL KFNative™ FERERIA ST, KM, Kubernetes 1744 =17
FAASMYERSE (R4 PCle . THPRXGH T SSD. R4 5 H
35ms/180ms. 64X % CHEECHR IR T B M S S 3K . MARTE A TF L%
I VA 2 S U R )

F7ENIIRRS SSE
7.1 MpEES RF#EE

KFNative™

2 T L -

Lk

PR

KFNative™ R B

2NFFRES (AFA)

#)F4¢Z (Major Player:

Off-the-Shelf ZH{F. {E&)

Pure. NetApp %) FRSS 2% FPERE(E CPU
H
iBmHA (HCD) pline w14 JRAEZSH NVMe PERE. 5 RE
%4« TAi[A] Kubernetes [
iR E AP
A CiL WA W] HF1z SSD/ W AFRl G A7 KV-

Cache Jfi4E NVMe #Fi:. J5
2 K ey BT e €

T4 ik2e I, KFNative™ 5L 48 & NAEREFI M R ZERAET : (£5 775 L) NVMe over
Fabric fE #8542 (C-node/D-node/Switch ZB#4) , #R#HiXHE T SSD 55 D-node 4




fh: KFNative™[ Extended PCle {2 (RFRIEICIEM) . JHERM T SSD B8
XFRTY A MRS I i R A SR A Al B AR o

7.2 THiHRER
KiNative™ T 3 0RIE el 5 6 45 R O

* HA: 5Z&SSD T RA RN 5 ARGE R S ER N S S
XA, BEART =W Dl SO0 & B A

* R ARG B WA EREANAL R 54 GPU T AR E A B G
HRGHEEHEEEH R RN IR R 0 R s HET .

13 RBAREMEERMLES
A4k . KFNative™ i+ AR 5@ 0 v RS A -

12. ¥ AR P1%: KFNative™ (KV Cache. Vector Database) ——GPU/SSD ft %} 5] % 5 i3t
=N

13. HIRLE : Lattice PCIE Fabric——Z%E{# PCle B4 —%5 481, ¥ GPU pooling 5
NVMe SSD pooling;

14. 7555 Tier0 NFS / Native NVMe——Tfj [n] VM /Kubernetes FJ = J5 4 514 GE1E 44 ;

15. Z%4k: 5 Traditional Server/HCI/AFA/AFA NVMe-oF %584 I 26AH ., KFNative™
PLUbREA: + B A + JRA PCle J@ %" SeIUIRAEAS . IRIEIR . WAL SRR M

3

7

7.5 FIES5RE

ZEEw: ahkgiHEE o KFNative™ ¥ GPU 5 SSD L), Extended PCle Fabric 'Z#8 4, 1B
KV-Cache &R E i AL B NVMe 774 . MRAS_EZEIF HBM %8 5 NVLink H.%
L)W, LB IR N ZRD R B R R B R RS BTSRRI SEOR s k45 PCle/
CXL Hi%{3. NVMe ZBAFFf17. DDRS WAFAESRARIE, AEETILH LN S
R T K2 b Ta 4 1.

JE 5K . KFNative™ ) & gEMERE 9Kk (AN 64X fewer GPUs. Jii i1 35ms/
180ms) HEfEZEETRWBOT SHER, W@ =Mk S0 iE; H3a4 1w B
PCle Switch/Gen6 SSD £ FrHEA A ARBREHTI %5, DI 51548 AFA B3k, CXL AEZSER 4R
Z BT . KFNative™ 5 2 i SC LA RE 5 A< B br . H"%¢HF HBM/NVLink" () FF
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