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1.3 probe ifitf2 (C BZR)

#include <linux/pci.h>
#include <linux/interrupt.h>
#include <linux/dma-mapping.h>

#define KFN_DRV_NAME "kfnative"
#define KFN_BAR_CTRL 0

#define KFN_BAR_QUEUE 2
#define KFN_BAR CMB 4

static const struct pci device_id kfn pci ids[]

= {

{ PCI_DEVICE(PCI_VENDOR ID KFN, 0x4B46) }, /* i%il#% vID/DID */

{0}
}i
MODULE_DEVICE_TABLE(pci, kfn pci_ids);

struct kfn_dev {
struct pci_dev *pdev;
void _ iomem *bar ctrl;
void __ iomem *bar queue;
void _ iomem *bar_cmb;
struct kfn queue *sgs; /* FRASNFVEH */
struct kfn queue *cgs; /% SERGNFNEL A */
struct kfn msix *msix; /* MSI-X [HH& */
struct kfn dma pool *dma;
spinlock t lock;

}i

static int kfn_ probe(struct pci_dev *pdev, const struct pci_device id *id)

{
struct kfn_dev *kf;

int err;




kf = kzalloc(sizeof(*kf), GFP_KERNEL);
if (!kf)

return -ENOMEM;
pci_set drvdata(pdev, kf);
kf->pdev = pdev;
spin_lock_init(&kf->lock);

err = pci_enable_device(pdev);
if (err)

goto err free;
pci_set master(pdev);

err = pci_request regions(pdev, KFN_DRV_NAME) ;
if (err)

goto err_ disable;

err = pci_set dma mask(pdev, DMA BIT MASK(64));

if (err)
err = pci_set_dma mask(pdev, DMA BIT MASK(32));
if (err)

goto err_regions;

kf->bar ctrl = pci_iomap(pdev, KFN_BAR CTRL, 0);
kf->bar queue = pci_iomap(pdev, KFN_BAR QUEUE, 0);
kf->bar cmb = pci iomap(pdev, KFN BAR CMB, 0);
if (!kf->bar ctrl || !'kf->bar queue)

goto err_unmap;

/* EAMRRIFEEE R (WA 4 BEEARET) */
if (kfn_fw reset_and_ready(kf))
goto err_unmap;

/% FEBAFI G MST-X (JLEE 2 F) */
err = kfn setup queues(kf);
if (err)
goto err_unmap;
err = kfn_setup msix(kf);
if (err)
goto err_dueues;

/* EMFAFBRE / misc B */
err = kfn misc_register(kf);
if (err)

goto err msix;

dev_info(&pdev->dev, "KFNative ready, BARs mapped\n");
return 0;

err msix:
kfn_teardown_msix(kf);

err _queues:
kfn_teardown_gqueues(kf);

err unmap:
if (kf->bar cmb) pci iounmap(pdev, kf->bar cmb);
if (kf->bar_queue) pci_ iounmap(pdev, kf->bar queue);
if (kf->bar_ctrl) pci_iounmap(pdev, kf->bar ctrl);
pci_release regions(pdev);



err disable:

pci disable device(pdev);
err_ free:

kfree(kf);

return -ENODEV;
}
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2.2 BAFIEIL (cBHR)

struct kfn_queue {
void *sqg_buf; /* $EAZFNFY DMA L */
dma_addr_t sq_dma;
u32 sq_depth;

u32 sq_head; /* ENUA */
u32 sq tail; /x JRE */
void *cq_buf; /* SERBAGY DMA ZEid */

dma_addr_t cq_dma;

u32 cq _depth;

u32 cqg_head;

u32 cq tail;

ulé gid;

ulé irg_vec; /* X MSI-X [aj& */
}i

/* Al (BOHES, ARXYR) */
struct kfn_cmd {

__u8 opcode; /* KFN_OP_NVME / KFN OP_KV PUT / ... */
_u8 flags;
__ulé6 cid; /* f4ID */
__u32 nsid; /* fi4%38]/SSD ID */
__u64 lba; /* Heihlk (NvMe) BE KV key 54 (RV) */
__u64 kv _key;
__u64 dma_addr; /% EHL/ A MEHE L */
_u32 len;
__u32 rsvd;
} _ packed;
#define KFN DB OFF(gid) (0x100 + (gid) * 8) /* [ VRFESRAE, BOTHEE </

int kfn_queue create(struct kfn dev *kf, struct kfn queue *g, ulé qid,
ulé6 depth, ul6é irg vec)
{
int err;
g->sq_buf = dma_alloc_coherent(&kf->pdev->dev, depth * sizeof(struct
kfn _cmd),
&g->sqg_dma, GFP_KERNEL);
if (!g->sqg_buf)
return -ENOMEM;
g->cq_buf = dma_alloc_coherent(&kf->pdev->dev, depth * sizeof(struct
kfn cq entry),
&g->cq _dma, GFP_KERNEL);
if (!g->cqg buf) {
dma_free coherent (&kf->pdev->dev, depth * sizeof(struct kfn _cmd),
g->sq_buf, g->sq dma);
return -ENOMEM;
}
g->gid = gid; g->sq_depth = g->cq _depth = depth;
g->sq_head = g->sqg_tail = g->cq_head = g->cqg_tail = 0;
g->irq vec = irqg vec;

/* BCEFEFAS (5 BARO FLEDFd:+ [18) */
err = kfn_fw config queue(kf, gid, depth, g->sq dma, g->cg dma, irg vec);
if (err) {



dma_free coherent(&kf->pdev->dev, depth * sizeof(struct kfn_cqg_entry),
g->cq_buf, g->cq dma);

dma free coherent(&kf->pdev->dev, depth * sizeof(struct kfn cmd),
g->sq_buf, g->sq dma);

return err;

}

return 0;

/* REFWL: HSQ B+ 18 */
void kfn submit(struct kfn dev *kf, struct kfn queue *q, struct kfn cmd *cmd)

{

unsigned long flags;
struct kfn cmd *slot = (struct kfn_cmd *)g->sq buf + (g->sg _tail & (g-
>sqg depth - 1));

spin_lock_ irgsave(&kf->lock, flags);

*slot = *cmd; /* HEDIAn o +/
wmb () ; /* RIEGAT LG EE 14 «/

g->sq_tail++;
writel(g->sq_tail, kf->bar queue + KFN_DB_OFF(g->qid));
spin_unlock_ irgrestore(&kf->lock, flags);

2.3 MSI-X FPiFEM (C B2R)

static irgreturn_t kfn_ irqg handler(int irq, void *data)

{

struct kfn_queue *q = data;

u32 done = 0;

struct kfn cq entry *ent = (struct kfn cq entry *)g->cqg buf + (g->cq head &
(g->cq_depth - 1));

dma_rmb () ; /* EECQ HifRIE DMA B NTW] I, */
while (ent->status & KFN_CQ VALID) {
kfn_complete one(q, ent); /* 4;r&k % NVMe/RV SZALEE */

ent->status = 0; /% EARAL, VAEKERL */
g->cqg_head++;
done++;
ent = (struct kfn cq entry *)g->cqg buf + (g->cqg_head & (g->cq _depth -
1));
dma_rmb();
}

/* B o kARt (BRI E) */
writel(g->cq head, kf bar queue(q) + KFN _CQH OFF(g->qgid));
if (done)

kfn wakeup waiters(q); /* MifRZEfE ioctl WS */
return IRQ HANDLED;

int kfn_setup msix(struct kfn dev *kf)

{
int i, nvec, err;
nvec = pci alloc_irq vectors(kf->pdev, 1, KFN_MAX IRQ, PCI_ IRQ MSIX);
if (nvec < 0)



return nvec;

for (i = 0; i < kf->nr queues; it++) {
int irq = pci irq vector(kf->pdev, 1i);
err = request_irqg(irqg, kfn irq handler, 0, KFN_DRV_NAME, &kf->gs[i]);
if (err)
goto fail;
}
return 0;
fail:
while (--i >= 0)
free irqg(pci_irq vector(kf->pdev, i), &kf->gs[i]);
return err;

}
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3.2DMA B2Z8 (0)

struct kfn dma req {
struct kfn queue *q;

dma_addr t src; /* JH (SSD Z(IWWEL GPU P2P Hihl) =/
dma_addr t dst; /* B¥R*/

u32 len;

u32 nsid;

u64 lba;

int dir; /* DMA FROM DEVICE / DMA TO DEVICE */

struct completion *done;

}i

/* fiiRFF: PRP/SGL @Ik (IHifksd) */
struct kfn_sgl {

__le64 addr;
__le32 len;
__le32 flags; /* 4 P2P Frig */

}i

/* BfE—IK sSD-GPU A INE (E/RV 5T) */
int kfn issue dma(struct kfn dev *kf, struct kfn dma req *r)

{
struct kfn_cmd cmd = {0};

cmd.opcode = (r->dir == DMA FROM DEVICE) ? KFN_OP_ NVME_READ :
KFN_OP_NVME_WRITE;

cmd.nsid = r->nsid;

cmd.lba = r->lba;

cmd.len = r->len;

cmd.dma_addr = r->dst; /* GPU P2P Hihl (£ pci_p2pdma M) =/

/* RV 175 E KFN_OP_KV_GET, dma_addr KRV Uiiht */

kfn submit(kf, r->q, &cmd);

return 0;

}

/* S sEREE: f5 2 ¥ irg _handler filik */
void kfn_complete dma(struct kfn_dev *kf, struct kfn_dma req *r, int status)

{
if (r->done)
complete(r->done);
/% LSRG W R, EIAE (PRI */
}

/* RS (BB ) */

int kfn dma_sync(struct kfn dev *kf, struct kfn dma req *r, int timeout ms)



DECLARE_COMPLETION ONSTACK (done);

r->done = &done;

kfn issue dma(kf, r);

if (!wait_for completion timeout(&done, msecs_to_ jiffies(timeout ms)))

return -ETIMEDOUT;

return 0;
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#define KFN_FW_CMD QUEUE DEPTH 512

struct kfn_fw {
struct kfn_cmd sq[KFN_FW_CMD QUEUE DEPTH]; /* FHUIZAIAFIEEZ */
struct kfn cq entry cq[KFN FW CMD QUEUE DEPTH];



u32 sq_tail; /* TVAEREN (ENUMMA) */
u32 cqg_head; /% ESERUS R */
u32 cq tail; /* EHLE R IBE =/
struct kfn_ fw_ssd ssds[KFN_MAX SSD];
struct kfn_fw kv kv; /* RV G */
bi

enum fw state { FW_RESET, FW_SELF _TEST, FW_READY, FW_SUSPEND, FW FAILED };

/* EPERR: Wi s - - BT - SR */
void kfn_fw_run(struct kfn_fw *fw)
{
for (;i) {
u32 new_tail = readl(fw->db regs + DB_SQ TAIL); /* BRIV *</
while (fw->sqg_tail != new_tail) {
struct kfn cmd *c = &fw->sq[fw->sqg tail & (KFN_FW CMD QUEUE DEPTH -
1)1;
if (!(c->flags & KFN_CMD VALID))
break;
switch (c->opcode) {
case KFN_OP_NVME READ:
case KFN_OP NVME_WRITE:
kfn_fw _ssd_exec(fw, c); /* %4 NVMe B|# T4 SSD */
break;
case KFN_OP_KV_PUT:
case KFN_OP_KV_GET:
kfn_fw_kv_exec(fw, c); /* KV 1+ DMA */
break;
case KFN_OP_KV_SYNC:
kfn fw kv _sync(fw, c); /* FH4F SSD A&k */
break;
default:
kfn_fw_admin_exec(fw, c);
break;
}
c->flags &= ~KFN_CMD VALID; /% JAIBKEAL */
fw->sqg_tail++;
}
/* GEIREAG + fiik MSI-X (RE) */
if (kfn_fw flush cq(fw))
kfn_fw_raise_irq(fw);
kfn fw idle power (fw); /* ZEIRES R </

/* RV 5% GUEEH+ pMA JHE ORE) */
int kfn_ fw kv_exec(struct kfn fw *fw, struct kfn_cmd *c)
{
struct kfn fw kv page *pg = kfn fw kv lookup(fw, c->kv_key);
if (!p9)
return kfn_fw_cq error(fw, c, KFN_ERR KV_MISS);

/% FEE T AL SSD (BHHHESR.: JUKRYEY key-(ssd, lba)) */
if (c->opcode == KFN_OP KV _GET)

kfn fw dma(fw, pg->ssd_id, pg->lba, c->dma_addr, c->len, 0);
else /* PUT */



kfn_fw dma(fw, pg->ssd_id, pg->lba, c->dma_addr, c->len, 1);
return 0;
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